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The individual-discipline-feasible (IDF) formulation was proposed to simplify the implementation of MDO problems. The IDF formulation introduces coupling variables into the
optimization problem that eliminate the need for a full multidisciplinary analysis at each
optimization iteration; this simplifies the solution of MDO problems by maintaining modularity of the discipline software. Historically, the MDO community has used conventional
optimization algorithms to solve IDF-formulated problems. Conventional optimizers are
not well suited to IDF, because they use limited-memory quasi-Newton methods (linear
convergence) and require the constraint Jacobian explicitly. The cost of computing the
coupling-variable constraint Jacobian is prohibitively expensive for high-fidelity IDF problems. Matrix-free Reduced-Space inexact-Newton-Krylov (RSNK) algorithms overcome
these issues, because they scale superlinearly and do not require the constraint Jacobian
explicitly. Therefore, this class of algorithm has great potential to solve IDF-formulated
MDO problems in a scalable and efficient manner. In this paper, we describe the application of RSNK to the IDF formulation and compare its performance to the multidisciplinary
feasible architecture.

I.

Introduction

Multidisciplinary design optimization (MDO) is a powerful methodology that can be used to inform the
design of complex engineering systems. In brief, MDO uses numerical optimization to improve the design of
a product and/or process that is mathematically modeled. Provided the mathematical model is sufficiently
accurate, MDO can provide valuable insight into the trade-offs between different potential solutions.
In this paper, we are specifically interested in MDO problems that involve two or more coupled partialdifferential equations (PDEs). These high-fidelity MDO problems arise when simulations offer the only way
to accurately capture the complex physics involved. Examples of high-fidelity MDO problems include the
aerostructural optimization of a helicopter rotor, the noise minimization of aircraft flaps, and the minimization of greenhouse gas emissions from an engine.
High-fidelity MDO problems are computationally intense; for example, state-of-the-art aerostructural
optimizations require hundreds of simulations on hundreds of processors [1]. This motivates highly efficient
optimization algorithms. Efficiency, however, is not the only requirement. Modular algorithms are also
important, because the simulations often involve disparate PDE solvers for each of the disciplines.
The individual discipline feasible (IDF) formulation was proposed as means to maintain modularity
when solving MDO problems [2, 3]. The IDF formulation, described in more detail later, introduces coupling variables that allow the optimization to proceed without requiring a full multidisciplinary analysis at
each iteration. Thus, the individual PDE solvers can be kept independent during the optimization. This
independence is a significant advantage of IDF from the perspective of implementation. Moreover, since the
disciplines remain feasible with respect to their PDEs, the IDF formulation is more robust than the full-space
methods often used for single-discipline PDE-constrained optimization problems (e.g. LNKS [4, 5]).
Despite its advantages, IDF has not become the de facto formulation for solving MDO problems. The
broad adoption of IDF has been hindered for two reasons. First, the coupling variables introduced by IDF
increase the size of the optimization problem by several orders of magnitude. Gradient-based algorithms
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frequently resort to limited-memory BFGS for such large-scale problems [6–8], and this leads to linear
convergence rates [9, 10] and many iterations for IDF-based formulations. The second problem posed by
IDF is the Jacobian of the coupling-variable constraints, which is explicitly required by most conventional
optimization algorithms. The coupling-constraint Jacobian is prohibitively expensive to form, because it
amounts to computing a total derivative for each of the coupling variables.
The two problems identified above are limitations of the optimization algorithms used to solve IDF
problems and not of the IDF formulation itself. This observation suggests that alternative, state-of-theart optimization algorithms may avoid these limitations. The hypothesis pursued here is that matrix-free
Reduced-Space inexact-Newton-Krylov (RSNK) is such an algorithm.
The paper is organized as follows. We begin by reviewing the IDF formulation and MDO problems in
general. In Section III, we present the reduced-space inexact-Newton-Krylov algorithm, with a particular
focus on computing the KKT-vector products needed by the method. Subsequently, we introduce a novel
preconditioner for the IDF problem in Section IV. Results comparing MDF with IDF can be found in
Section V. Finally, conclusions and future work are discussed in Section VI.
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II.

Individual Discipline Feasible

To simplify the description of the proposed approach, we will consider a two-discipline problem. We
begin by defining the multi-disciplinary analysis (MDA) problem: for a fixed set of design variables x ∈ Rn ,
solve
C (u) (u, R(v) v, x) = 0,

(1)

C (v) (v, R(u) u, x) = 0,

(2)

for u ∈ Rp and v ∈ Rq . The variables u and v are called the state variables, and (1) and (2) are the state
equations. In general, C (u) → Rp × Rs × Rn and C (v) → Rq × Rr × Rn are nonlinear algebraic operators
that model the physics of the two disciplines. In the present work, (1) and (2) represent discretizations of
partial-differential equations (PDEs). We assume that the PDEs are well posed at x, so that a solution to
(1) and (2) exists.
The state equations are coupled via R(u) u and R(v) v, where R(u) ∈ Rr×p and R(v) ∈ Rs×q are binary
matrices that select a subset of u and v, respectively. Typically, these matrices are rectangular, and often
r  p and s  q.
An aeroelastic-wing problem will help illustrate the notation above. In this case, C (u) = 0 may represent
a computational-fluid-dynamics (CFD) model of the aerodynamics and C (v) = 0 a computational-structuralmechanics (CSM) model of the structure. Thus, the state variable u is a vector of flow variables (e.g. ρ,
ρ~u, e) for each degree of freedom in the CFD mesh. Likewise, v is a vector of the displacements for each
nodal degree of freedom in the CSM mesh. Furthermore, R(u) u selects those CFD degrees of freedom that
determine the aerodynamic forces on the wing, and R(v) v is the subset of CSM variables that determine the
displacement of the surface of the wing.
Next, we introduce the multi-disciplinary design optimization (MDO) problem based on the MDA (1)–
(2). Let J : Rn ×Rp ×Rq denote the objective function of interest. The generic two-discipline MDO problem
is
minimize J (x, u, v),
x,u,v

subject to C (u) (u, R(v) v, x) = 0,
C

(v)

(v, R

(u)

(3)

u, x) = 0.

In the aeroelastic-wing example, J may be the Breguet range equation, which accounts for both structural
weight and aerodynamic performance. The design variables may be aerodynamic shape parameters (twist,
sweep, etc.) and structural-member sizing (skin gauge, rib thickness, etc.).
Before arriving at our final formulation, we introduce the coupling variables ū ∈ Rr and v̄ ∈ Rs into the
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MDO problem (3):
minimize
x,u,v,ū,v̄

J (x, u, v),

subject to C (u) (u, v̄, x) = 0,
C (v) (v, ū, x) = 0,
ū − R

(u)

(4)

u = 0,
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v̄ − R(v) v = 0.
This is called the “most general formulation” of MDO in [3] and the “all-at-once” (AAO) problem statement
in [11]. Although this formulation is not used in practice — ū and v̄ can easily be eliminated — it provides
a bridge between different MDO formulations.
In practice, the state variables are often considered implicit functions of the design variables. That is,
for a given x, we solve for u and v using the state equations. This is called a reduced-space formulation,
and it is motivated by several concerns. First, there is usually efficient legacy software available to solve
the state equations. Moreover, these existing software libraries include specialized globalization strategies
for the particular nonlinearities that appear in the state equations. An example in the aeroelastic example
would be a CFD solver that has been tailored to handle highly nonlinear turbulence models. A general
optimization algorithm that seeks to solve the full-space problem, e.g. problem (3), will not have access to
these specialized solution strategies and may fail to converge.
Another shortcoming of the full-space approach is the lack of optimization software that can accommodate
distributed memory. When the state constraints represent PDE models, they may need 106 –109 degrees of
freedom to accurately capture the physics. Such large problems demand parallel solution methods, yet few
parallel optimization libraries exist. Therefore, to use a full-space approach practitioners must build an
optimization algorithm on top of their PDE solver(s). This represents a significant software-engineering task
and does not promote software reuse.
Having motivated reduced-space formulations, we now consider how they might be incorporated in the
two-discipline MDO formulation. We could consider a reduced-space version of (3), that is
minimize J (x, u(x), v(x)).
x

(5)

Here, we invoke the implicit function theorem to express u and v as functions of x using the MDA (1)–(2).
In the MDO literature, (5) is called the multidisciplinary feasible (MDF) formulation. The MDF formulation
requires a full MDA for each evaluation of J , e.g. a coupled CFD-CSM simulation in the aeroelastic example.
Furthermore, if we use a gradient-based optimization algorithm, MDF will require either expensive finitedifference approximations or a coupled-adjoint approach [12].
Despite the challenges, there has been considerable success using MDF in aeroelastic optimization problems [1,12–14]; nevertheless, the fact remains that the approach demands a monolithic solution method (the
MDA) and, perhaps, a monolithic coupled adjoint. In many applications it is desirable to keep the solution of
the individual state equations separate. For example, we might have a legacy CFD library and a commercial
CSM library, but no direct means of coupling these to solve aeroelastic problems. Even if two particular
libraries have been coupled, it may be difficult to replace one or both of the libraries should the need arise.
The above observations motivate the individual-discipline-feasible (IDF) formulation [2, 3]. The IDF
formulation is a reduced-space version of (4) in which the state variables have been eliminated, but the
coupling variables remain.
minimize J (x, u(x, v̄), v(x, ū)) ,
x,ū,v̄

subject to ū − R(u) u(x, v̄) = 0,
v̄ − R

(v)

(6)

v(x, ū) = 0.

Notice that the state variables are now implicit functions of the design variables and the coupling variables.
Consequently, the linear equations that previously defined the coupling variables in (4) have become nonlinear
constraints in (6).
Because the IDF formulation uses coupling variables, the state equations can be solved independently
at each optimization iteration. This is a significant advantage of the formulation. Unfortunately, the IDF
optimization problem can be considerably larger than the corresponding MDF problem; indeed, the coupling
variables may add between 103 to 104 degrees of freedom in our aeroelastic example. Another issue with
3 of 13
American Institute of Aeronautics and Astronautics

IDF, discussed below, is that the cost of computing the coupling-constraint Jacobian grows with the number
of coupling variables. Thus, to make the IDF formulation practical, we need a large-scale optimization
algorithm that scales independently of the number of coupling variables.

III.

Reduced-Space Inexact-Newton-Krylov Approach

A local optimum for IDF must satisfy the first-order optimality conditions (i.e. the KKT conditions).
These necessary optimality conditions can be derived by differentiating the Lagrangian of (6):
L ≡ J + λT (ū − R(u) u) + µT (v̄ − R(v) v) + ΨT1 C (u) + ΦT1 C (v) ,

(7)
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where λ ∈ Rr and µ ∈ Rs are the Lagrange multipliers associated with the coupling-variable equations. The
vectors Ψ1 ∈ Rp and Φ1 ∈ Rq are Lagrange multipliers associated with the state equations; they are the
adjoint variables and the meaning of the subscript “1” will become clear below. Introducing these adjoint
variables is not strictly necessary, since the state equations are satisfied at each iteration of IDF; however,
their introduction greatly simplifies the sensitivity analysis.
Thus, differentiating L, we find that the first-order conditions for an optimum of IDF are given by
∂L
∂x
∂L
∂ ū
∂L
∂ v̄
∂L
∂λ
∂L
∂µ

∂J
∂C (u)
∂C (v)
+ ΨT1
+ ΦT1
= 0T ,
∂x
∂x
∂x
∂C (v)
=
λT + ΦT1
= 0T ,
∂ ū
∂C (u)
=
µT + ΨT1
= 0T ,
∂ v̄

=

=

ū − R(u) u = 0,

=

v̄ − R(v) v = 0.

(8)

The adjoint variables Ψ1 and Φ1 are found by differentiating L with respect to u and v, respectively, and
solving the resulting linear equations. Below, we define the residuals of these adjoint linear systems.
!T
T 

T
∂C (u)
∂J
(u)
(u)
− R
λ+
Ψ1 = 0,
(9)
S
≡
∂u
∂u
!T

T 
T
∂J
∂C (v)
(v)
(v)
S
≡
− R
µ+
Φ1 = 0.
(10)
∂v
∂v
Like the state equations, the adjoint equations are solved at each optimization iterationa .
Because Ψ1 and Φ1 are used to compute first-derivative information, they are sometimes referred to as
first-order adjoints; hence, the subscript 1. Similarly, (9)–(10) are called the first-order adjoint equations.
The solution of first-order adjoint equations is well understood and developed in the literature. Indeed,
even commercial analysis codes are beginning to provide first-order adjoint analyses; e.g., ANSYS 14.5
(http://www.ansys.com/Products/ANSYS+14.5+Release+Highlights/). Therefore, we will not discuss
the practical implementation of equations (9)–(10) further.
The KKT conditions are a set of nonlinear coupled equations; thus, when the problem is sufficiently
smooth, the most efficient methods for solving (8) are based on Newton’s method. Let yT = (xT , ūT , v̄T )
denote the vector of all free variables, and let σ T = (λT , µT ) denote the vector of all Lagrange multipliers.
Then Newton’s method applied to (8) yields the KKT system
"
#
!
!
∂L
∆y
H AT
∂y
(11)
= − ∂L .
A
0
∆σ
∂σ
where
H≡
a More

∂2L
,
∂y2

and

A≡

∂2L
,
∂y∂σ

precisely, they are solved whenever the iteration requires a gradient.
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are the Hessian of the Lagrangian and the coupling-constraint Jacobian, respectively.
Most Newton-based optimization algorithms require routines that compute H and A explicitly. This is
unacceptable for problems where these matrices are expense or impractical to compute. The IDF formulation
(6) is one such problem. The coupling constraint Jacobian involves sensitivities of u and v with respect to
the design variables and the coupling variables. To compute each of these sensitivities would require solving
r + s first-order adjoint problems. Similarly, the cost of forming the IDF Hessian scales with the number of
optimization variables.
Motivated by applications where H and A are expensive to compute, the optimization community has
been actively developing matrix-free algorithms; see, for example, [15–18]. These algorithms typically use
an iterative Krylov solver to inexactly solve for the Newton step in (11); hence the name inexact-NewtonKrylov (INK). The terminology matrix-free comes from the fact that Krylov solvers for (11) require only
Jacobian-vector, Jacobian-transposed-vector, and Hessian-vector products. That is, these methods do not
require H and A explicitly.
The application of matrix-free optimization methods to the IDF formulation is an important and unexplored area of MDO research. However, there are two important aspects of matrix-free algorithms that must
be addressed before they will be practical for high-fidelity MDO problems posed in the IDF formulation:
the KKT-matrix-vector products and preconditioning. We discuss the products below and describe our
preconditioning strategy in Section IV.
III.A.

KKT-matrix-vector Products and Second-order Adjoints

As explained earlier, RSNK optimization algorithms require several types of matrix-vector products. The
accuracy and computational cost of these products has a significant impact on the overall efficiency of the
INK algorithm.
One can show that the necessary Jacobian-vector products can be formed by solving two forward linear
systems of size p and q. Similarly, Jacobian-transposed-vector products, can be formed by solving two reverse
(adjoint) systems of size p and q. For both of these products, the partial derivatives required are already
computed as part of the KKT conditions (8). For example, if wσ ∈ Rr+s is an arbitrary vector, then
∂ ū
+ R(u)
AT wσ = 
∂y

∂C (u)
∂u

!−1

T
∂C (u) 
wλ
∂y



∂C (v)
∂v

!−1

T
∂C (v) 
wµ
∂y



∂ v̄
+
+ R(v)
∂y

where wλ ∈ Rr and wµ ∈ Rs are the components of wσ corresponding to λ and µ, respectively. The inverse
matrices in the above product can be contracted with (R(u) )T wλ and (R(v) )T wµ , and these contractions
define the adjoint variables that must be solved to find the product; notice that no matrix-matrix products
are needed, which is key to the scalability of the matrix-free approach.
Thus, the Jacobian-vector and Jacobian-transposed-vector products do not pose a challenge for an INK
solution of the IDF formulation. The Hessian-vector products are a different matter, because these products
contain second-order derivatives. Consequently, the Hessian is typically approximated using a quasi-Newton
method like the Broyden-Fletcher-Goldberg-Shanno (BFGS) update [9, 10].
We believe that using quasi-Newton approximations for the Hessian-vector products will not be efficient
for the IDF formulation. The algorithmic scaling of quasi-Newton methods depends on the number of optimization variables and linear scaling is not unusual. Consequently, the potentially large size of the coupling
variables will render matrix-free INK methods based on quasi-Newton methods impractical. This was recognized by the early pioneers of IDF, who suggested the need to find a lower-dimensional approximation to
the coupling variables in order to keep the optimization problem small [3]; however, reducing the dimension
of the coupling variables through approximation has its own drawbacks. For example, what is a suitable
model for the approximation, and how does the approximation impact the optimization results?
Rather than using a quasi-Newton approximation, we can compute the Hessian-vector products directly.
Our motivation is a true inexact-Newton-Krylov algorithm with scaling that is independent of the size of
the coupling variables and design space. While including second-order derivatives adds some complexity, the
value of higher-order derivatives has been known for some time, even in the context of IDF [19].
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Rather than computing the Hessian-vector, Jacobian-vector, and Jacobian-transposed-vector products
separately, we compute the matrix-vector product for the entire KKT system matrix, i.e. the matrix in (11),
which is also known as the primal-dual matrix. We will show that these products can be computed with the
same number of forward and reverse adjoint systems — 4 in the case of a two discipline problem — as needed
by the Jacobian-vector and Jacobian-transposed-vector products alone. Moreover, any second-order partial
derivatives that are needed can be found using inexpensive finite-difference approximations of directional
derivatives.
To derive the desired matrix-vector product, we construct the functional




∂L
∂L
wy +
wσ ,
K≡
∂y
∂σ
where, w ∈ Rn+2(r+s) is an arbitrary vector and wy ∈ Rn+r+s and wσ ∈ Rr+s are its components corresponding to y and σ, respectively. The functional K is simply the product of the KKT conditions (8) with
the vector w.
Next, we recognize that the matrix-vector product is the total derivative of K with respect to y and σ.
To find this total derivative, we construct a Lagrangian that includes the state equations and the adjoint
equations, since K depends on u, v and Ψ1 and Φ1 .
L̂ ≡ K + ΨT2 C (u) + ΦT2 C (v) + uT2 S (u) + v2T S (v) ,
where Ψ2 , u2 ∈ Rp and Φ2 , v2 ∈ Rq are second-order adjoint variables [20]. The desired KKT-matrix-vector
product is found by differentiating L̂ with respect to y and σ:
! "
#
!
∂ L̂
H AT
wy
∂y
≡
.
(12)
∂ L̂
A
0
wσ
∂σ
The above product depends on the second-order adjoint variables, which are found by differentiating L̂ with
respect to u, v, Ψ1 , and Φ1 , and solving the resulting linear systems. These linear systems are given below
for completeness.

T
∂C (u)
∂K
u2 = −
∂u
∂Ψ1
!T

T
∂K
∂C (u)
Ψ2 = −
−
∂u
∂u

T
∂K
∂C (v)
v2 = −
∂v
∂Φ1
!T

T
∂K
∂C (v)
Φ2 = −
−
∂v
∂v
III.B.

(13)
∂S (u)
∂u

!T
u2

(14)
(15)

∂S (v)
∂v

!T
v2 .

(16)

Implementing KKT-matrix-vector Products

Second-order adjoint problems are uncommon in MDO applications, so some remarks are in order regarding
the practical implementation of the KKT-matrix-vector product (12) and the second-order adjoint equations
(13)–(16).
Notice that the second-order adjoints for the individual disciplines are decoupled; (13) and (15) can be
solved independently in parallel. Subsequently, (14) and (16) can be solved in parallel. The decoupled nature
of the second-order adjoints is a property inherited from the structure of the IDF formulation.
An efficient solution algorithm for the second-order adjoint equations is obviously an important aspect of
the implementation of the KKT-matrix-vector product. Fortunately, the linear system matrices appearing
in the second-order adjoint equations are the Jacobians or transposed Jacobians of the state equations. The
infrastructure to solve systems involving the transposed Jacobians is typically available in gradient-based
optimization algorithms already. Moreover, adapting this infrastructure to systems involving the Jacobian
(i.e. linearized PDE problems) is straightforward.
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Finally, a possible disadvantage of the proposed algorithm is the existence of second-derivative matrices
in both (12) and the right-hand-side of the adjoint equations for Ψ2 and Φ2 . However, the second-derivative
matrices always appear in products with vectors. These products are directional derivatives that can be
approximated using finite-difference methods or algorithmic differentiation; see [21] for details in the single
discipline case. It is also important to recognize that these are partial derivatives that do not involve
expensive state or adjoint systems.
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IV.

An MDF-based Preconditioner for IDF

To be effective for practical problems, Krylov-subspace methods require a preconditioner. This is especially true for ill-conditioned saddle-point problems like the KKT-system (11). Indeed, we have found
that GMRES without preconditioning has significant difficulty solving (11) and often stalls after a couple of
iterations, even for modest-sized problems.
For the KKT-systems that arise in IDF, we have developed a preconditioner that approximates MDF. The
preconditioner is inspired by the P̃2 preconditioner proposed by Biros and Ghattas in Ref. [4] for full-space
PDE-constrained optimization. Their preconditioner approximates a linearized reduced-space approach and,
in essence, solves an approximate Schur-complement on the design variables. Here, we approximate a linearized MDF approach.
Consider the ideal case, where we precondition a set of IDF variables by inverting the KKT-matrix
exactly:
   

wx
zx
Hxx Hūx Hv̄x ATx
  

T
Hxū Hūū Hv̄ū Aū   zū   wū 
  =  ,

Hxv̄ Hūv̄ Hv̄v̄ ATv̄   zv̄   wv̄ 
Ax
T

Aū

Av̄

wσ

zσ

0

T
)
(wxT , wūT , wv̄T , wσ

is the vector being preconditioned and zT = (zTx , zTū , zTv̄ , zTσ ) denotes the
where w =
preconditioned vector. Above, we have partitioned the Hessian and Jacobian according to x, ū and v̄. For
example
∂2L
∂2L
Hūx ≡
,
and
Ax ≡
.
∂ ū∂x
∂x∂σ
The first step in deriving the preconditioner is to drop all second-order matrices from the KKT-matrix with
the exception of Hxx , which is replaced with the n × n identity matrix:
   

zx
wx
I
0
0 ATx
  

T
0
0 Aū   zū   wū 
0
(17)
  =  .

0
0
0 ATv̄   zv̄   wv̄ 
Ax

Aū

Av̄

0

zσ

wσ

Next, recall that the coupling constraints are ū − R(u) u = 0 and v̄ − R(v) v = 0. Thus, the submatrix
"
#
h
i
I
−R(u) ∂u
∂ v̄ ,
Aū Av̄ =
−R(v) ∂∂vū
I
and its transpose are square (r + s) × (r + s) matrices. Moreover, these matrices are invertible, except in
certain pathological cases described below. Therefore, we can solve (17) using a block LU decomposition
that amounts to the following sequence of steps:
1. Solve (or approximately solve)
"

#
ATū
zσ =
ATv̄

wū
wv̄

!

for the preconditioned dual zσ .
2. Compute the preconditioned design using
zx = wx − ATx zσ .
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3. Solve (or approximately solve)
h

Aū

i z
ū
Av̄
zv̄

!
= wσ − Ax z x
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for the preconditioned coupling variables zū and zv̄ .
The final detail that we must address is the solution of the linear systems in steps 1 and 3. The Jacobian
blocks Aū and Av̄ , like the Jacobian itself, are too expensive to form explicitly, so a matrix-free solver
is necessary. For this work we use FGMRES [22] to solve these systems to a relative tolerance of 0.1 or a
maximum of 10 iterations, which ever comes first. For the numerical experiments described below, the target
tolerance is typically achieved in the first iteration.
The products required by FGMRES in steps 1 and 3 can be computed using second-order adjoints, as
described earlier. However, the preconditioner contains several approximations (i.e. simplifying the Hessian blocks), which suggests that accurate Jacobian-vector products may be unnecessarily expensive. An
inexpensive alternative, which we have found to be effective, is to replace the second-order adjoints with
approximate adjoints obtained by using the primal or adjoint PDE preconditioner in place of the actual PDE
Jacobian.
Finally, we remarked above that the Jacobian block [Aū Av̄ ] may fail to have an inverse in certain situations. Specifically, the preconditioner will be ill-posed if either one of the products
R(v)

∂v (u) ∂u
R
∂ ū
∂ v̄

or

R(u)

∂u (v) ∂v
R
∂ v̄
∂ ū

have nontrivial null spaces. We have yet to observe such a pathology, but further test cases are needed to
improve our confidence in the preconditioner.

V.
V.A.

Results

Quasi-1D Flow in an Elastic Nozzle

We use the inverse design of a quasi-one-dimensional nozzle to investigate the effectiveness of using RSNK
to solve IDF-formulated MDO problems. The flow through the nozzle is modelled using the quasi-onedimensional Euler equations, while the structural deformations due to pressure are determined using the
Euler-Bernoulli beam theory combined with axial stiffnesses. We begin by describing the individual discipline
equations and their discretizations.
V.A.1.

Quasi-1D Flow Solver

Let A(x) denote the area of the (deformed) nozzle over the spatial domain [0, 1]. The quasi-one-dimensional
Euler questions, governing the flow through the nozzle, are given by
∂F
− G = 0,
∂x

∀ x ∈ [0, 1],

(18)

where the flux and source are



ρuA


F = (ρu2 + p)A ,
u(e + p)A



0





and G = p dA
,
dx 
0

respectively. The pressure is determined using the ideal gas law, p = (γ − 1)(e − 12 ρu2 ). Hence, the unknowns
are the density, ρ, momentum per unit volume, ρu, and energy per unit volume, e. These conservative
variables become the state variables associated with the flow solver in the MDA. The Euler equations are
coupled to the structural solver via the nozzle area, A(x).
Boundary conditions for (18) are provided by the exact solution, which is determined using the AreaMach-number relations. The exact solution is based on a stagnation temperature and pressure of 300K and
100 kPa, respectively. The specific gas constant is taken to be 287 J/(kg K) and the critical nozzle area is
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A∗ = 0.8. The equations and variables are nondimensionalized using the density and sound speed at the
inlet.
Derivatives in the Euler equations are discretized using a third-order accurate summation-by-parts operator [23, 24], with boundary conditions imposed weakly using penalty terms [25, 26]. Scalar third-order
accurate artificial dissipation is introduced to stabilize the solution [27].
V.A.2.

Linear Elastic Structural Solver

The elastic deformation of the nozzle due to fluid pressure is modeled using a structural solver that combines
axial stiffness,
wtE
δ x = Fx ,
l

(19)

Ewt3 d4 δy
= q(x),
12 dx4

(20)
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with the Euler-Bernoulli beam theory,

where E is the Young’s Modulus, l is the axial length of the beam, and w and t are the cross sectional
width and thickness, respectively. In this system, Fx defines the axial force on the beam and q(x) the
distributed transverse forces along the axial direction, x. While a computationally cheaper structural solver
can be developed using only (19), we incorporate Euler-Bernoulli beam theory to capture the full affect of
the pressure on the structure.
Discretizing (19) and (20) using two-dimensional beam finite elements yields the following structural
discipline residual
C = Kδ − F = 0,

(21)

where the solution vector δ is

T
δ = δx (x) δy (x) δθ (x) ,
K is the stiffness matrix, F is the forcing vector, and δx (x), δy (x) and δθ (x) are the horizontal, vertical
and angular deformations in global coordinates, respectively, for each node of the finite element mesh. In
the context of the MDA, these elements of the solution vector, δ, are the state variables associated with
the structural discipline, while the forcing vector, F , is a function of nodal pressures calculated by the flow
solver.
To simplify the MDA for this preliminary work, we fix the x-displacements; consequently, the objective
function described below has no explicitb dependence on δx . In addition, the nozzle area is fixed at the inlet
and outlet, so the left- and right-end nodes of the nozzle are fixed in both the x and y directions; however,
all nodes are permitted to have angular deformations.
V.A.3.

MDA Primal and Adjoint Solvers

We also adopt a Newton-Krylov method to solve the MDA, for example, at each major iteration of MDF.
At each Newton step of the multidisciplinary analysis, the linearized MDA is solved using FGMRES preconditioned with a block Jacobi method. Specifically, the flow-solver block is preconditioned using an LU
factorization of a first-order accurate discretization based on the nearest-neighbors, while the structural
solver block is preconditioned using a nested conjugate gradient method, with an absolute tolerance of 10−5 .
The MDA is solved to a relative tolerance of 10−7 .
Similarly, the adjoint problem for the MDF formulation is also solved to a relative tolerance of 10−7 using
FGMRES. This solution is preconditioned using the transposed version of the block Jacobi preconditioner
used for the primal system.
b There

remains, of course, an implicit dependence via the influence of δx on the pressure.
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(a) initial

(b) optimized

Downloaded by Jason Hicken on January 16, 2014 | http://arc.aiaa.org | DOI: 10.2514/6.2014-0110

Figure 1. Deformed nozzle areas and corresponding pressure distributions for the initial design (left) and optimized
design (right).

V.A.4.

Nozzle Definition

The undeformed nozzle area is parameterized using a cubic b-spline with an open uniform knot vector. The
control points at the ends of the nozzle are fixed such that the area satisfies A(0) = 2 and A(1) = 1.9.
The design variables are the remaining B-spline control points. The initial control-point values are set to
recover a nozzle with a linearly varying area between the fixed inlet and outlet. Figure 1(a) shows the initial
deformed nozzle area and the corresponding pressure distribution.
The structural solver discretizes the nozzle by querying the b-spline for areas at evenly spaced x coordinates in the domain. These areas are transformed into nodal y coordinates under the assumption of a
rectangular nozzle cross-section with height h = 200 and width w = 0.01. Following the same assumption,
the structural solver is responsible for calculating the displaced areas needed by the flow solver at each
Newton iteration of the MDA evaluation.
The comparisons in this section have been established on a nozzle definition with a unit nozzle length of
l = 1, nozzle wall thickness of t = 0.01, and nozzle material Young’s Modulus of E = 107 .
V.A.5.

Objective Function

The objective function corresponds to an inverse problem for the pressure:
Z
J =
0

1

1
(p − ptarg )2 dx.
2

(22)

The objective function is discretized using the SBP quadrature from the flow solver discretization [28].
The target (undeformed) nozzle area is a cubic function of x that passes through the inlet and outlet areas
and has a local minimum at x = 0.5 given by A(0.5) = 1.8. The target pressure ptarg is found, during a
preprocessing step, by solving the coupled MDA system with this target nozzle area. Figure 1 shows the
target pressure.
V.B.

Optimization Results

For these results, we apply the Reduced-Space inexact Newton-Krylov (RSNK) algorithm to both MDF
and IDF formulations of the nozzle-optimization problem. Figure 1(b) shows the optimized pressure and
nozzle area, which are successfully recovered by both formulations. Note that the recovered pressures are
indistinguishable from the target pressures.
Figure 2 shows a comparison of the convergence histories from MDF and IDF. The results shown correspond to 20 design variables and a discretization with 121 nodes. The computational cost is measured in
terms of equivalent MDA evaluations; specifically, the total number of PDE preconditioner calls used during
the optimization is divided by the number of preconditioner calls made by a single evaluation of the MDA
applied to the target area. For example, the MDA with 121 nodes requires 42 preconditioner calls. The
convergence histories shown are typical of most sets of design variables considered here.

10 of 13
American Institute of Aeronautics and Astronautics

Downloaded by Jason Hicken on January 16, 2014 | http://arc.aiaa.org | DOI: 10.2514/6.2014-0110

Figure 2. Convergence histories of MDF and IDF for the nozzle-optimization problem with 20 design variables.

IDF has two distinct norms that the optimization algorithm must drive to zero. The optimality norm,
shown in green, is the gradient norm associated with the (reduced-space) Lagrangian. The IDF feasibility
norm, shown in red, is associated with the coupling-variable constraint feasibilities within the IDF formulation, described in section II above. An IDF solution is considered converged if the optimality and feasibility
norms are reduced 6 and 3 orders of magnitude, respectively, relative to their initial values; in practice, the
feasibility norm is reduced significantly more, as illustrated in Figure 2. An MDF solution is considered
converged when the gradient norm is reduced 6 orders of magnitude relative to its initial value.
Note that the norms drop rapidly during the last few iterations of both the IDF and MDF formulations. This superlinear convergence is indicative of Newton’s method. One of IDF’s potential advantages
is its relative freedom to explore intermediate designs that may not be feasible with respect to the entire
multidisciplinary system. This freedom may allow IDF to reach superlinear convergence more rapidly than
MDF.
Finally, we are also interested in how these algorithms scale with number of design variables. Figure 3
plots the number of equivalent MDA evaluations required to converge the nozzle problem for a range of
design variables between 10 and 30. For this problem, IDF is at least as good as MDF, and often 30% –
40% faster, especially at higher design variables. While these results are promising, additional tests cases are
necessary to demonstrated that this behavior holds true for large-scale MDO problems involving hundreds
of design and thousands of coupling variables.

VI.

Conclusions

We investigated reduced-space Newton-Krylov (RSNK) algorithms in the solution of multidisciplinary
design optimization (MDO) problems posed in the multidisciplinary feasible (MDF) and individual discipline
feasible (IDF) formulations. To the best of our knowledge, this is the first example of using RSNK to solve
an MDO problem, whether formulated with MDF or IDF.
Our results demonstrate the effectiveness of using RSNK to solve an IDF-formulated MDO problem. Not
only is the IDF formulation at least as efficient as MDF for this nozzle optimization problem, but it is also
scales well with the number of design variables.
The KKT-system for IDF is an ill-conditioned saddle-point problem that cannot be solved efficiently
without preconditioning. Thus, we developed a novel preconditioner for the IDF formulation that is based
on an approximate solution to the (linearized) MDF problem. This IDF-Schur preconditioner was critical to
the effectiveness of RSNK applied to IDF.
We believe that IDF has languished as a formulation for high-fidelity MDO problems, not because of
issues inherent to the architecture, but due to the limitations of conventional optimization algorithms applied
to the formulation. In particular, conventional algorithms scale poorly with the number of design variables
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Figure 3. Computational cost scaling with respect to the number of design variables.

and require the coupling-constraint Jacobian explicitly. In contrast, the proposed matrix-free Newton-Krylov
algorithm, applied in the reduced space, eliminates these issues.
Our results suggest that matrix-free Newton-Krylov algorithms have the potential to make IDF practical and efficient for large-scale physics-based MDO problems and, thereby, simplify their implementation.
Therefore, our future work is focused on IDF optimization problems involving high-fidelity, three-dimensional,
aero-structural analyses. This should help illuminate whether the results observed in this paper are restricted
to simple, one-dimensional problems, or whether reduced-space Newton-Krylov algorithms can make IDF a
powerful and practical alternative for larger-scale problems as well.
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